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CHAPTER 1

Introduction to Parallel Programming

Introduction
In this chapter, we will introduce the concept of parallel programming and
the fundamental principles that are required to understand its features and
applications. We will begin with the hardware components that enable
parallel execution on modern computers, such as CPUs and cores. We will
then examine the operating system entities that implement parallelism in
practice: processes and threads. Next, we will present the main programming
models and introduce key concepts such as concurrency, synchronicity, and
asynchronicity. We will also focus on Python, while discussing its
peculiarities in this domain, with special reference to threads, the Global
Interpreter Lock (GIL), and the issues it introduces. We will also highlight
standard Python library modules such as threading and multiprocessing,
which will be explored in more depth in later chapters. Finally, we address
methods for evaluating parallel programs including speedup and scalability,
and discuss common issues such as race conditions and deadlocks.
Thus, by the end of this chapter, you will have a clear understanding of the
fundamental concepts and terminology of parallel programming, and how
the various components interact to achieve it. This foundation will prepare
you for the practical programming techniques covered in the rest of the
chapters.

Structure
This chapter will address the following topics:

Parallel Programming
Technical Evolution of Computers and Parallelism
CPU and Cores
Processes and Threads



Concurrent Programming
GIL and Threads with Python
Cloud Basics: VMs, Instances and vCPUs
Map and Reduce
Memory Organization in Parallel Programming
Speedup and Scaling

Parallel Programming
If you are reading this book, you must already understand the need to
increase the potential of your code while discovering the limits of traditional
models for historical reasons.
The advent of new hardware technologies has given us the opportunity to be
able to run multiple programs simultaneously on our computers. In fact, our
computers, even the simplest ones, have a multi-core system that allows
programs to run in parallel. Why not take advantage of this architecture
then?
You must have found yourself developing a Python program to perform a
series of operations. In the scientific field, it is necessary to implement a
series of algorithms to carry out laborious calculations. There might have
been several times when you are disappointed with the speed and long
execution times when you run the program at the end of your work.
However, it is not just a speed issue. Today, as we have to deal with ever
larger amounts of data and calculations, programs need greater memory
resources. However, several computers cannot keep up with the demand.
This is where parallel programming comes in, as it allows you to execute
parts of the code of one of our programs simultaneously, while significantly
increasing performance. Programming in parallel, therefore, means reducing
the execution time of a program by using resources more efficiently and
performing more complex operations.

Technological Evolution of Computers and
Parallelism



For many programmers, parallel programming is still an unfamiliar concept
as it is fairly recent. In fact, only a few years ago, all computers available to
developers were equipped with a single Arithmetic Logic Unit (ALU)
which could only execute the instructions sequentially (see Figure 1.1).

Figure 1.1: Serial Execution

You might remember that the characteristics of the computer are generally
indicated by the frequency of the processor in Hz, which further indicates
the instructions that can be executed per second. The power of a
computer/CPU is primarily measured by its computing frequency. In other
words, the higher this value is, the faster the programs will run.
The concept of parallelism gradually emerged with the evolution of
computer hardware. Until 1980s, computers were very limited in their
capacity: they ran one program at a time, instruction after instruction, in a
strictly sequential manner. It is thus clear that in such an environment, the
concept of parallelism could not even be imagined in the slightest.
With the advent of the Intel 80386 processor, the possibility of parallelism
was introduced for computers to interrupt the execution of one program to
work on another. Consequently, concepts such as pre-emptive programming
and time-slicing emerged in this light. These advances introduced a pseudo-



parallelism effect, with the user seeing multiple programs working at the
same time. With the subsequent Intel 80486 processor, the situation was
further improved by introducing a pipeline system based on the subdivision
of programs into subtasks. These were performed independently, while
alternating between the various programs. Furthermore, the internal
architecture made it possible to assemble several different instructions (even
from different programs) and execute them altogether, but not
simultaneously. This is where concurrent programming really developed.
The instruction portions of the different subtasks are completed, so that they
can be executed as soon as possible (see Figure 1.2):

Figure 1.2: Concurrent Execution

The situation went on for over a decade and witnessed the release of
increasingly powerful processor models that were able to work at higher
frequencies than the previous ones. However, this situation soon spiraled
into a crisis due to several problems and physical limitations. Increasing the
frequency of execution also led to a consequent increase in heat generation
and energy consumption. It was clear that the frequency boost would soon
reach its limits.
This is when processors took a leap of innovation, with the introduction of
cores. These cores, also known as logical processors, could simulate the
presence of multiple processors within a single CPU, which resulted in
multi-core CPUs. In practice, one could have a multiprocessor computer
capable of executing instructions from different programs simultaneously, in
parallel. Therefore, parallel programming was developed in the early
2000s, giving developers the ability to simultaneously execute different parts
of the same program.

CPU, Cores, Threads, and Processes
To understand the concepts that we will cover in this book, it is essential to
know what threads and processes are, and how they are related to CPU as



well as core execution modes.
These are not abstract concepts, but real entities that exist in our operating
system. In order to be familiar with them, we can have a look at our
operating system. For example, if you are working on Windows, open the
Task Manager and click on the Performance tab.
A similar window is shown in Figure 1.3, where it is possible to monitor the
real-time consumption of the various resources like the CPU, memory, and
Wi-Fi network:

Figure 1.3: Task Manager in Windows

In addition to this, you can access more information, such as the number of
processes and the threads that are currently running. On the right, are some
characteristics of the system we are working on, such as the number of
cores.



If, on the other hand, you work on Linux systems like Ubuntu, you can use
the following command:
$ top

A screen very similar to the one shown in Figure 1.4 will appear.
Alternatively, you may use the more interactive htop command, which will
provide the same information with improved navigation and visualization:

Figure 1.4: Top on Ubuntu Terminal

At the top of the screen, you can see system resources that are being used
(such as CPU and memory) and are continuously updated in real time. The
lower half shows a list of all active processes in the operating system. Each
process is identified by a unique Process Identification Number (PID).
Since Linux systems are much more flexible due to numerous shell
commands, we can also monitor all the threads related to every single
command. For this purpose, we will use a more specific command to
monitor processes, which is: ps.
$ ps -T <PID>

The -T option indicates that the threads relevant to the process will be
shown. The pid of the process is then passed to the pid command. Here, in
the process with pid 2176, one will see the result in Figure 1.5. It shows the
threads with their respective identification number, SPID:



Figure 1.5: ps Command Results on Ubuntu Terminal

Since the Central Processing Unit (CPU) is where our code is processed, it
is characterized by cycles, which refer to the time units used to perform an
operation on the processor. Often, we indicate the power of a CPU through
the frequency of cycles per second (see the 2.87GHz speed value in Figure
1.3).
A CPU may contain one core (single-core CPU) or multiple cores (multi-
core CPU). Each core can run one instruction stream (thread) at a time,
while the operating system schedules multiple processes across available
cores, thereby creating the effect of concurrent execution. A process is
essentially a program running on the machine, with its own reserved section
of memory. Each process can start other processes (subprocesses), or run one
or more threads. Every process always contains at least one thread, called the
MainThread, and may create additional threads as needed. Figure 1.6
illustrates this structure as follows:
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